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Insights into default correlation

We provide a thorough introduction to the concept of default correlation — illustrating
how default correlation affects the shape of the portfolio loss distribution and, hence,
moves the expected loss around between CDO tranches and ultimately spreads.

Introducing the benchmark CDO model — a layman’s guide

A great deal of mystique surrounds the modelling of default correlation. This is mainly
because most articles on the subject are written with implementation in mind and not
necessarily to explain the concepts. We provide a thorough introduction to correlation
modelling — going all the way from single name CDS spreads to valuation of tranches.

Benchmark model — flawed, but here to stay

With inspiration from implied volatility of stock options, the CDO market has developed
a market standard for measuring implied correlation from tranche spreads — base
correlation. We discuss strengths and weaknesses of this approach and the limitations
that risk neutral pricing has in the exotic credit derivatives market. We show how the
concept can be extended to emerging market bonds and US ABS securities.

Applying the framework — valuing a bespoke portfolio

One of the main uses of CDO models is the valuation of tranches of bespoke portfolios
which are priced relative to (and/or hedged with) standard index tranches. We provide
examples of how to price a tranche with non-standard attachment points and different
spread level than the index portfolio.

Empirical drivers of base correlation movements

As is the case for implied volatility for stock options, base correlation is not a constant
number, even if models tend to assume so. Using statistical tools we analyse the
dominant factors driving base correlation and explain their impact on tranche spreads
and on spread dynamics. We discuss the link with default and spread correlation.

Moving beyond base correlations

The innovation in CDO models is continuing at an unprecedented pace. We provide
highlights of some of the major innovations — forward correlation models, extension of
the standard Gaussian copula model and dynamic loss models to price tranche options,
and other exotic correlation products.

Please read carefully the important disclosures at the end of this publication.
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Figure 5: CDO tranche spreads versus default correlation
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Source: Barclays Capital.

Correlation redistributes the expected loss between tranches

As we discussed earlier, the correlation does not change the expected loss in the
portfolio — it effectively only changes the shape of the loss distribution as we showed in
Figure 4.

Another way to think about this is by using Figure 2, where we have the assets of the
CDO (the CDSs) and the liabilities (the tranches). When correlation changes, it does not
affect the assets but only the liabilities. Since the assets are the same, this means that
the liabilities in total are unchanged as well.

This means that when correlation changes, it essentially moves the value between the
tranches — some tranches lose value some tranches gain value. However, the total value
is unchanged — because the assets have not changed. An analogy for this is toothpaste: if
the tube is closed and you press on one part of the tube, this action pushes the
toothpaste into other parts — but the amount of toothpaste in the tube does not change.

Graphically we can equate CDO spreads in Figure 4 to the integral of the probability
density function from the attachment point of the CDO tranche to 100% losses, which
in this case can be mapped to a number of defaults (the horizontal axis in this figure). In
other words, this integral measures the probability (under the risk neutral measure)
that losses in the underlying portfolio translate into losses in the CDO tranche. The size
of this probability will determine the portion of the portfolio spread that is allocated to
this tranche.

Since the total value in all tranches equals the value of the assets, we can express
tranche values as a percentage of the total value. As in any default-risky product, the
expected value of what the investor expects to earn in coupon payments is equal to the
expected value of what the investor expects to lose in default payments. Therefore, we
choose to express the “tranche value” as how large a fraction of the total expected loss
is allocated to that tranche.

In Figure 6, we show how the allocation of the total loss among tranches for 10 yr
iTraxx changes if we change the assumption of the correlation. In the middle bar, we
show the allocation as implied from the market quotes. The 0-3% tranche attracts 53%
of the expected loss, or total premium, the 3-6% tranche 26.6% and the 9-100%
tranches attract 13.7% of the total loss.
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As we increase the correlation (-5% of current to +5% of current) we can see how the
allocation of losses in the 0-3% tranches drops — the tranche is “long correlation” while
it increases significantly for the 9-100% tranches — these are “short correlation”.

Figure 6: Allocation of loss in tranches when correlation moves
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Note: We calibrate a standard CDO pricer to the 10 yr iTraxx tranche spreads. We then move the base
correlation curve in parallel up and down 5% and calculate the relative allocation of the total expected loss
among the tranches. Source: Barclays Capital.

Correlation reflects supply and demand — rarely fundamentals

In the same way that people like to interpret implied volatility from stock options as the
“market consensus of future stock price volatility”, it is tempting to interpret implied
default correlation in a similar fashion. We advise against this approach.

Even if price movements in CDO tranches show market sentiment to some extent, the
implied correlation numbers should not be interpreted as the market view on the
default correlation for the next 5/7/10 yrs. Rather, correlation is just a number to input
into a model to match a price observed in the market. The correlation numbers can be
used to compare tranches and be used to compare value in tranches at different points
in time in a way which is largely independent of the spread level of the absolute index.
However, investors seeking to take a fundamental approach and compare implied
correlation from the market with stock return correlation and take a rich/cheap stance
will run the risk of significant losses.

The lack of a fundamental rationale for the levels of default correlation implied from
the market reflects the very technical nature of CDO markets. To a large extent, the
market is used as a hedging tool for dealers executing bespoke CDO transactions and
wants to hedge their correlation exposure. Their activities are mainly related to the
demand from real-money investors with respect to CDO tranches in rated format, and
have little to do with a view on fundamental credit quality.

In short, supply and demand — both in terms of supply and demand for credit default
protection, and hedging demand of dealer desks — drive tranche prices in a way that is
separated from fundamentals.
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Benchmark CDO model — overview

In this section, we provide an overview of a benchmark CDO model. We illustrate the
steps taken from evaluating CDS spreads for individual companies to valuing tranche
cash flows. See Figure 7 for an illustration of the flow.

We try to avoid some of the jargon typically associated with correlation modelling and
make the overall process as transparent as possible. The model we introduce is a standard
single-factor Gaussian Copula model. However, we introduce the model in an intuitive
fashion, introducing correlation by relating default probabilities from CDS spreads to a
simplified Merton model in which asset values are correlated among companies.

Figure 7: The flow of a benchmark CDO model
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Source: Barclays Capital.

Extracting single-name default probabilities from CDS spreads

All benchmark CDO models have the common feature of taking the default probabilities
of individual companies as given. This is done by extracting default probabilities from
quoted CDS spreads with an assumption of a fixed recovery rate in default:

Any kind of swap (interest rate swap and credit default swap alike) have two legs: A
CDS has a payment leg (PL, or premium leg) and default leg DL. The fair CDS spread is
the unique value which equates the value of the two legs.

Let us fix an individual company denoted i, with probability of default before time t of
Pl :P(ri St) but otherwise unknown. Here, 7' is the (random) default time of
company i. Let us denote by E the expectation operator; by s the fair CDS spread by /
the notional of the contract by D, the price of a risk-free discount bond maturing at

time t; o the time in years between payments; and R the fixed recovery rate in percent in
case of default. The value of the default legs and payment legs are as follows:

PL = E[Z 1{,>,(}551D,l = sé‘Ii D, (1 - p,")

i=1 i=1

and:

m

DL =(1- R)E{i 1{:,,<r<f,}1Dfl = (- R)IZ D, (pf - pill)
i=1

i= i=1
where m is the number of payment periods and 1y is the indicator function — 1 if the
statement contained in brackets is true and zero otherwise.

Equating the two legs, we can solve for the fair spread, s.
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We will use the two equations in the reverse: given that we know the fair CDS spreads
for the companies, we can fix the recovery rate and subsequently calculate the default
probabilities for each company which are consistent with the curve of CDS spreads
quoted in the market?.

Doing so for each company, we are thus able to extract default probabilities from
quoted CDS spreads.

It is easy to loose the overview from the equations above. Basically, they are just a
statement saying that the CDS spread is a payment for the risk of having to pay money
in the event of default. Put simply, CDS spreads are given as pr:

CDS spread = probability of default - loss given default

We have assumed that recovery rates are constant and known, while in reality they are
uncertain. This is not a big problem for CDO modelling since CDO values depend on
expected losses — the product of loss probabilities and loss sizes. For most applications
it is not very important what fixed level of recovery we assume. Granted, in calculating
the effect of a default, say, the recovery rate becomes relevant.

Relating default probabilities with levels of debt via a simplified Merton model

To be able to introduce correlation, we now relate the default probabilities from the
step above with the probability of the asset value of a company being below the level of
debt — ie, default.

We take a very simplified approach and assume that in a simplified Merton model, a
company is in default if the asset value (Xl ) is below the level of debt in the company

(D). We assume that X' s normally distributed with mean 0 and variance 1. This
seems overly simplified, but is in reality consistent with an assumption of a lognormal
distribution of asset value with drift where all the non-stochastic components are
absorbed in the parameter D.

Our aim is to make sure that the default probabilities implied from the Merton model
line up with the default probabilities extracted from CDS spreads. This is not a big
challenge, as we know the default probabilities and the distribution of asset value. The
only unknown quantity is the level of debt D. We pick this level to line up with the
default probability — we have the following equation:

Ple’ <¢)= P’ <D

Extracted Find level of
from debt D to solve
CDS spreads  the equation

This is solved easily since we know the distribution of X" .

Doing this for each company and for each point in time, we have translated the default
probabilities into levels of debt. Note that in reality, we have different values of D for
each company and for each point in time.

Introducing correlation

We are now ready to introduce correlation. We do this by assuming that the asset
values of the companies themselves are correlated. Specifically, we assume that:

! In reality, an intermediate step is at play here. To impose structure on the default probabilities over time for a
given company, it is market practice to assume that the default time is the first jump of a Poisson process. We
then postulate that the intensity driving jumps of the Poisson process is piece-wise linear. Rather than fitting
default probabilities directly, we fit a piece-wise linear intensity to CDS spreads. But the end result is the same:
Given a curve of CDS spreads, we back out the default probabilities consistent with these spreads.
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X = J;ZC R
- X

|

Asset value Random part Random part

Jor company i of asset value  of asset value
commonto all  specific to each
companies companiy

Here, ZCand &' are independent normal distributed random variables with mean 0 and
variance 1. Note that the rules for addition of independent random variables guarantee

that X' is still normal distributed with mean 0 and variance 1.

We interpret ZCas the common state of the economy: If it is low, all companies will have
low asset values and will thus be more likely to default (Note that from the equation in
the prior section, the company is in default if X' is low). We interpret &' as the
idiosyncratic component, specific to each company. This means that companies can
default because the economy as a whole is in trouble, through Z¢ or because the

company in isolation does badly, through &’ .

Note that we have not changed the default probability of each company — they are still
equal to what we extracted from the quoted CDS spreads.

Interpreting correlation in the model

The parameter p determines how much the common component affects the default
probability of the single company; it thus measures the degree of correlation between
asset values. For the purpose of modelling the CDO correlation, p is the default
correlation. For example, if pis zero, then only the idiosyncratic component can cause

X' to be below the barrier D, and defaults are thus uncorrelated. However, if L isone,

then the idiosyncratic element is zero and companies can only be in default if the
common component is low, and then many companies can be expected to be in default,
correlation is thus high.

Calculating portfolio loss probabilities — introducing conditional independence

Using the framework above, we can in theory start calculating portfolio loss
probabilities for the iTraxx index with 125 companies. We just need to draw many
samples of the 126 random variables — 125 idiosyncratic components and one common
component — and record the number of companies with asset value below their defined
barriers and hence in default. This, however, is computationally inefficient and we
choose to do something else.

Ultimately, calculating portfolio loss distributions is tricky because all the defaults are
correlated; incidentally, this is also why we work with the problem in the first place.

The answer is to rely on a so-called conditional independence framework. All this

means, is that we assume briefly we know the outcome of the common component Z€.
Once this value is known, the default events of all companies once again becomes
independent — because they are only correlated through their mutual dependence on

Z€. We can easily calculate the default probability of each company conditional on a
specific value of Z¢:

If we assume that the common component has a given value, Z¢=C then the default
probability of company i is:

Barclays Capital
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Ple <z¢)=Plx' < D|z°)
P(ﬁzc + 1= pe' < D‘Zc)

_ C
P[e" DoApz JpZ ZCJ

Ji=p
which can readily be calculated since the values in the last equation are all known.

fre

We thus have 125 companies with independent default probabilities and we need to
find out the probability of having, for example, five defaults. Assuming briefly that the
default probabilities are equal to the same number p for all companies, this can be
found easily from the binomial distribution. Denoting the number of defaults L, we have
that the probability of having n losses is:

Ao

We are thus able to calculate the portfolio loss distribution conditional on a specific

125

n

value of Z€ .

In most practical applications, the default probabilities will be different for each
company. In this case, we cannot use the approach from the equation above but have to
resort to something slightly more complex. The intuition, however, is the same.

We have conditioned on a specific value of Z“. Since Z€ is normally distributed with
mean 0 and variance 1, we know the probability of Z¢ having a specific value. In other
words, we have calculated what the portfolio loss distribution is with a given
probability. Repeating the entire exercise, conditioning on different values of Z¢ and
recording the probability of that value, we can calculate the unconditional portfolio loss
distribution — which is our end result.

The exercise above essentially amounts to numerically integrating the conditional loss
distribution with the density of the common factor Z€.

We have now progressed from single-name CDS spreads, default probabilities, levels of
debt to a distribution function of portfolio losses.

Valuing tranches

Equipped with the portfolio loss distribution, we are able to value tranches. Using the
loss probabilities, we can calculate the expected loss in a given tranche and also
calculate the value of being offered a given premium for having exposure to losses. This
again leaves us with two legs: a default leg and a premium leg. As for the CDS, we can
equate these and calculate the fair CDS spreads for a tranche, for an assumed level of
correlation p.

14
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Measuring implied correlation

Given liquid prices for CDO tranches, we want to use the model framework above to
find what the market prices tell us about default correlation. We do this in a spirit
similar to the market for stock options: given spot prices and prices for stock options,
we can calculate what volatility market participants are implicitly using to price the
options — the implied volatility.

We discuss two approaches to calculating implied correlation — compound correlation and
base correlation — of which the latter has become the benchmark for quoting correlations.

Calculating compound correlation

How do we measure implied correlation? The straightforward way is to focus the spread
of a tranche and then simply find the correlation parameter o from the model above

which matches this spread. This is known as compound correlation and is a direct
extension of calculating implied volatility from stock options using a Black-Scholes
model. At the outset, this approach seems intuitive, however, in practice it turns out to
be problematic.

As we illustrate in Figure 5, spreads of junior tranches go down when correlation goes
up while spreads of senior tranches go up when correlation goes up. Therefore, some
tranches in between must be neither long nor short correlation.

Mezzanine tranches are effectively a call spread on the portfolio loss (Figure 8 Panel A):
Selling protection in 3-6% is effectively equivalent to selling protection in 0-6% and
buying protection in 0-3%. Because each of these tranches are both long correlation
and we subtract the value from each other, we generally have no way of knowing how
the 3-6% tranche reacts to changes in correlation.

As an example of this, we use the loss distribution of Figure 4 and calculate the
expected loss in a tranche attaching at five losses and detaching at seven losses. In
Figure 8 Panel B, we show the expected loss of this tranche for different levels of
correlation. As we feared, the expected loss is not a monotone function of the
correlation: both the 0-5 tranche and the 0-7 tranche benefit from increasing
correlation, but the combined position is the difference between the two.

Suppose for example that we found in the market that the quoted tranche spread implied
an expected loss of 0.40. This implied correlation for this would be either 12% or 90%.
Furthermore, for an expected loss of 0.2 there would be no correlation that could be input
into the model to yield that spread — the compound correlation may not exist at all.

Barclays Capital
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Figure 8: Mezzanine tranches as call spreads on the portfolio loss — destroys monotonicity of
expected loss with respect to correlation

Panel A: Mezzanine tranches as call-spreads on the Panel B: Expected loss in mezzanine tranche for
portfolio loss varying correlation
5% A Long call 3% 0.50
Short call 6%
(]
4% q== == 3-6% tranche S
S 0.40
-
3% 1 —_—— - £
/ 2
=)
g 204 / § 0.30 -
E / -
] =]
s 1% 4 8
= / S 0.20 A
£
/ 2
0% — . . <
8
g 0101
-1% A x
w
-2% - 000 T T T T 1
0% 2% 4% 6% 8% 0% 20% 40% 60% 80% 100%
Portfolio loss Correlation

Source: Barclays Capital.

The cause for this problem is the implicit long-short positions in mezzanine tranches.
Incidentally, in this problem lies also the solution — base correlations.

Calculating base correlations

As we have discussed above, all tranches can be seen as a long-short position in equity
tranches. Based on this idea, we can define base correlations as the implied correlations
of a series of equity tranches such that long-short positions in these generate tranche
spreads which are consistent with the observed tranche prices.

More precisely, let us write the expected loss of a 3-6% tranche as a combination of
losses in equity tranches:

E[LB3.6)]= E[L(06)] -  E[L(0,3)]
lied ! lied I/
implied correlation to implied correlation to
match 3—6% tranche < match 0-3% tranche

given correlation matching
0-3% tranche

We can then start with finding the correlation o to price the 0-3% tranche correctly

and we call this the base correlation at attachment point 3%. Keeping this fixed, we
then find the implied correlation to use for a 0-6% tranche such that the expected loss,
via the equation above, implies the expected loss for a 3-6% tranche which is consistent
with the quoted tranche spread. We call this the base correlation at attachment point
6%. We proceed in this fashion, creating the base correlation curve.

In short, the base correlation curve is a unique series of correlations for equity tranches
constructed to be consistent with the observed prices for traded tranches. A useful
comparison of the base correlation curve is the implied volatility smile for stock options
— plotting implied volatility against strikes of the traded options.
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In Figure 9, we show examples of the calibrated base correlation curve. We see an
upward sloping pattern, indicating that the more senior the tranche is, the more the
tranche trades as if correlation is higher.

Figure 9: Example of base correlation
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Note: Calibrated base correlation curves for iTraxx.7 on 04 April 2007. Source: Barclays Capital.

From the way we have defined base correlations, we have a straightforward method to
calculate the fair spread for iTraxx tranches with different attachment points. By
definition, we can take the base correlations at two standard attachment points, find
the fair spread of the corresponding equity tranches and the mezzanine tranche which
is a long-short combination of the two. But we can also take two non-standard
attachment points — and find the corresponding base correlation by interpolating
between the known points of the base correlation curve. This provides us with a way to
value tranches with non-standard attachment points in a way which is consistent with
quoted tranches. This approach is not free of problems as we shall see later.

Valuing bespoke tranches with base correlations

To illustrate how we can use the base correlation framework, we find the fair spread of
a bespoke portfolio with non-standard attachment points and different spread level
which is consistent with spreads of traded standard tranches.

The transaction we want to value

We want to structure a 7 yr transaction for a bespoke portfolio with an average spread
of 70 bp compared to the 46 bp of iTraxx. The tranche we want to find the spread for is
non-standard attaching at 6.8% and detaching at 8.8%.

We assume that the composition of the bespoke portfolio is similar to that of the iTraxx
portfolio — similar mix of sectors and regions — such that the default correlation embedded
in iTraxx prices and be translated into default correlation for the bespoke portfolio.

The transaction thus differs from the standard iTraxx tranches in two ways: the
attachment points are different and the level of expected loss in the bespoke and
standard portfolio is different.

Barclays Capital
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Valuation philosophy

To value the bespoke tranche, we need to know the fair base correlation at the attachment
and detachment points. We get this information from the traded standard tranches.

The main obstacle in pricing the bespoke portfolio is to reconcile the two differences
between the bespoke and standard tranches — attachment point and expected loss.

Of these, the difference in expected loss poses the biggest problem. The problem arises
because a 6.6%-8.6% tranche is different depending on the expected loss being 2.8% or
4.18% (as is the case of the two portfolios). A tranche attaching at 6.6% has significantly
more subordination if the expected loss is 4.18% than if the expected loss is 2.8%. The
correlation skew — increasing with subordination — should be used taking this into
account. There have been made many proposals to achieve this, each with their own
particular benefits and shortcomings. Here, we work with the most common approach.

We introduce normalised strikes. For each quoted attachment point, we calculate the
normalised strike as the attachment point divided by the expected loss in the portfolio.
By doing so, we express base correlations at a given attachment point in multiples of
the expected loss. For example, the expected loss in the iTraxx portfolio is 2.78%. For
the 6% attachment point, the multiple is 6%/2.78% = 2.2. With this translation, we have
made the base correlation independent of the expected loss and made the surface
usable for portfolios with different expected loss.

After having dealt with the problem of differences in expected losses, the second
obstacle — differences in attachment points — is easily overcome. Based on the
normalised attachment and detachment points of the bespoke tranche, we simply
interpolate in the normalized base correlation surface of the standard tranches. This
allows us to find fair prices for equity tranches detaching at the attachment and
detachment points of the bespoke portfolio. Finally, we can find the fair spread for a
mezzanine tranche which sells protection in one of the tranches and buys protection in
the other tranches. See Figure 10 for an illustration.

Valuing the bespoke transaction — the process
The process for valuing the bespoke portfolio is:

1) Express all base correlations in terms of multiples of attachment point to portfolio
expected loss.

2) Calculate the expected loss in the bespoke portfolio. Using a standard CDS pricer,
the expected loss of a portfolio with a 70 bp spread is 4.18%.

3) For the attachment and detachment points of the bespoke tranche (6.8% and 8.8%)
calculate the multiples of attachment point to expected loss. We get 6.8%/4.18% =
1.6 and 8.8%/4.18% = 2.1.

4) Interpolate in the base correlation curve to find base correlations for the points
found above. This can be done in many ways — we use cubic spline interpolation
here. In Figure 10, we show how we find the base correlations at the bespoke
attachment points.

5) Input the 6.8%, 8.8% attachment points with the correlations found in the step
above into a standard pricer and value the tranche.

In our example, we arrive at a spread for the bespoke tranche of 146 bp.

18
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Figure 10: Finding base correlations at bespoke attachment points
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Note: Calibrated base correlation surface for 7 yr iTraxx. On the horizontal axis we show “normalized strikes” —
multiples of attachment point to expected loss. Source: Barclays Capital.

A rough approximation to the bespoke tranche value

A rough approximation to this price could be found by simply delta-adjusting: In the
original portfolio we calculate the fair spread and delta of the 6.8% to 8.8% tranche. We
calculate the delta as the ratio of mark-to-market impact on the tranche to the index
with a 1 bp widening in the index. We have a fair spread of 59.3 bp and a delta of 3.1.

In the bespoke portfolio the spread is 23 bp higher (70 — 47). This means that the fair
spread in the bespoke portfolio should be around 59.3 + 23 * 3.1 = 129.5 bp. The gap up to
the actual 146 bp is caused by both changes in correlation due to the rescaling above and
the fact that the tranche has convexity — ie, the delta is not unchanged for a 23 bp move.

A small refinement to this calculation would be to acknowledge that the duration of the
index cash flow is slightly different from the duration of the tranche cash flow.

Correlation modelling in other markets

In the introduction, we discussed the secular drivers that explain the greater allocation
to structured credit derivatives.

A key building block of this greater credit disintermediation is the development of an
ABS and leveraged loan credit derivatives market (see: The evolving structured credit
landscape — what to expect in 2007, 25 January 2007).

For these markets to expand it is key that they develop an index correlation market
which will allows the market to issue CDOs that investors will use to either enhance the
yield of their portfolio or to access the asset class in a way that is more efficient from a
regulatory or economic capital perspective.

The role of CDOs in these markets will be the same as in other markets: they leverage
credit risk while achieving a high rating and high coupons in exchange for creating an
instrument that has more mark-to-market risk and a higher probability of large losses.

Developing an index base correlation curve will be key in that it will give the ability to
price and risk manage exotics. Compared to the corporate credit market there are a
number of complications that make implying a base correlation curve more difficult —
most notably generating default probabilities for the individual names of the portfolio.
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This is crucial because this information, together with the base correlation curve is
sufficient to fit index tranche spreads. This difficulty is related to the fact that the
mapping between CDS on leveraged loans or ABS securities and expected losses is
complicated by factors such as callability or prepayments. Because of that it is difficult
to agree on whether a correlation level is due to the misspecification of the expected
loss generation to back up base correlation or to a fundamental or technical factor.

Below we provide two examples of applications of correlation modelling beyond the
simple example described in the section above. We illustrate how uncertainty about
what base correlation curve to use can lead to significant uncertainty about the fair
price of bespoke tranche. In addition, we discuss porting the notion of correlation
modelling to more complicated products.

Valuing super-senior tranches on an emerging market
portfolio

Uncertainty about which base correlation curve to use for bespoke valuation can lead to
significant uncertainty about the fair price of a bespoke CDO tranches.

In the prior section, we showed how the base correlation framework could be applied to
value a CDO tranche on a bespoke portfolio. In the example, we assumed that the
composition of the bespoke portfolio was similar to that of the portfolio underlying the
index tranches. This allowed us to use the base correlation curve backed out from the
index tranches to value the bespoke tranche.

What happens when it is not clear which base correlation curve to use?

As an example, we discuss the valuation of a super-senior tranche on a bespoke
emerging market portfolio. At first sight using the base correlation curve implied from
the emerging market (EM) index tranches sounds like a good choice. However, this is
not so clear cut for a number of reasons:

= EM tranches are illiquid, which makes them an inferior risk management
alternative.

= Demand/supply imbalances or distressed names in the index portfolio might bias
the pricing of the portfolio in a way that it does not accurately reflect the risk of the
bespoke portfolio.

= Similarly the fact that there are more names in the bespoke portfolio than in the
EM index tranche means that idiosyncratic risk, and hence equity correlation, might
differ in both portfolios.

= Finally, the composition of the bespoke EM portfolio is different from the index EM
portfolio, especially since the latter contains primarily sovereign reference entities
(thirty out of forty), whereas the EM portfolio is biased towards corporate
reference entities.

This and the fact that the average spread and tail risk of the high yield portfolio is more
similar than that of the CDX EM Diversified index makes us believe that the US high
yield base correlation might be a better benchmark for this portfolio. Figure 11 values
these super senior tranches using three different base correlations (see Figure 11, Panel
A). Note that despite the fact that equity correlation is similar in the high yield and EM
markets, the base correlation curve is much flatter in the EM market. To us this reflects
the belief that spread and default correlation is perceived to be lower in the EM market.
Whereas this does not translate into wider equity spreads, the curve is flat so that super
senior spreads are relatively low.
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This difference is reflected in the range of fair prices for super-senior tranches off the
bespoke portfolio, Figure 11 Panel B.

The large different in prices serves to illustrate the difficulty in calculating a definite fair
price. This uncertainty is compounded by the model foundation of base correlations not
being rock-solid, as we discuss in the next section.

The main takeaway from this is that using a correlation model blindly to value a
bespoke portfolio can be a very dangerous strategy: F9 monkeys beware! Just looking at
the model without ever using real world checks is a risky proposition.

Figure 11: Pricing of a bespoke tranche on an EM portfolio — three different base correlation curves

Panel A: Base correlation curve implied from Panel B: Price of super-senior tranches implied from
different indices

10%
15%
20%
25%
30%

CDX.5 EM
Diversified

20%
21%
23%
25%
26%

different indices (in bp)

CDX.8 IG CDX.8 HY CDX.5 EM CDX.8 IG CDX.8 HY
Diversified
9% 22% 20-100% 21.1 13.5 27.1
12% 24% 30-100% 6.7 43 18.3
15% 28% 40-100% 1.9 1.6 14.2
18% 35%
21% 43%

Note: The BC Curve for CDX.8 IG & HY is splined off the normalized BC curve of the respective market. Source: Barclays Capital.

ABS correlation

ABS standardized tranches have started trading. These tranches reference the home
equity loan synthetic indices (ABX HE). These are based on two indices, with a Triple-B
rating and the attachment points will be 3%, 7%, 12%, 20% and 35% for the high
quality portfolio and 5%, 10%,15%, 25% and 40% for the low quality portfolio. These
portfolios reference 20 names each, the current index and the most recent off-the-run.

The introduction of these tranches is likely to increase the ability of dealers to issue
single-tranche bespoke CDOs of ABS, as this will increase their ability to satisfy the
needs of investors to enhance the yield in their ABS portfolios, which is one of the main
reasons why investors have access to the CDO asset class. It will also attract investors
that want to implement views in the US housing market.

One thing that will limit the ability of dealers to price and risk manage bespoke
synthetic CDOs of ABS is the fact that the index is riskier than bespoke portfolios. This
is because it is concentrated in a particular vintage within the sub-prime ABS market,
whereas bespoke CDOs are more diversified by sub-asset class and vintage. In addition
TABX tranches have a lower average credit quality and a less barbelled one.

At a fundamental level, ABS correlation should be higher than in the corporate credit
market due to the higher importance of systemic factors such as vintage in determining
default rates. The lower idiosyncratic risk in this market makes spread correlation
higher as well. We believe these factors will result in a higher correlation than in the
corporate credit market. However, the demand/supply balance across the capital
structure will play a significant role in determining the eventual pricing.

We highlight that ABS is correlation is different from credit correlation for the
following reasons:

= The notional of the CDS ABS contracts changes through time and this number
depends on the speed of prepayment in the collateral pool. This prepayment risk is, in
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turn, related to interest rate risk and it remains to be seen how this risk is distributed
across tranches. Markets will draw upon the experience from the CMO market.

The form that the CDS contract takes will be crucial to model ABS correlation. In
particular, if interest shortfall payments in the underlying collateral are passed onto
the tranches (as is the case in US single-name ABS CDS contracts, but unlike in
index tranches), interest rate risk will be an important driver of relative value.
Having trigger-less tranches and a contract where interest shortfall payments on
the underlying security do not need to be paid by the protection seller would
facilitate price discovery.

Historical data on ABS securities are scarcer than for corporate credit, as the asset
class only started developing in the late-1980s. Also, default rates are more volatile
than in the investment grade corporate credit market. This volatility is likely to
flatten the correlation skew.

22

Structured Credit Strategy Barclays Capital



Problems with base correlation?

So far, we have discussed the importance of default correlation for CDOs, how it affects
different tranches, how we can model it and imply it from traded tranche spreads and
use this to value bespoke products. However, there are a number of problems with the
use of base correlation that investors should be aware of. We discuss the more serious
problems below.

Wrong numbers to put into a wrong model to get the right price

At a pragmatic level, the fact that we need to input different values of correlation for
different tranches simply means that the model is wrong. But just as the Black-Scholes
model for equity options is widely believed to be imperfect, it does not mean it can still
be used to provide intuition as described in the earlier sections. One simply has to be
aware of the shortcomings of the framework.

Time dimension — the model is not free of arbitrage

The base correlation approach is very poor from the perspective of timing. Even if the
model is calibrated to quoted spreads at a given maturity, 10 yr say, there is no
guarantee that the model will imply that the expected loss in a tranche is increasing
with time as it should be. For example, the model may indicate that the expected loss in
the tranche after 9 yrs is higher than the expected loss after 10 yrs.

Monotonicity of loss distribution

A major cause for concern is the appearance of the loss distribution implied from the
base correlation surface. As Figure 12 shows, it need not be the case that the loss
distribution is monotonous: that is, the probability of seeing more than 5% losses is
smaller than the probability of seeing more than 8% losses.

Figure 12: Loss distribution implied from the base correlation skew
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Source: Barclays Capital.

Closely related to this is the fact that when using the interpolation methods to value
off-market tranches, the implied spreads can be negative, especially if the base
correlation skew is steep.

2 For a more detailed discussion see Willemann, Seren, "An Evaluation of the Base Correlation Framework for
Synthetic CDOs" (December 20, 2004) on http://www.defaultrisk.com/pp_crdrv_64.htm
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Interpolation and extrapolation of base correlations — introducing model risk

Another aspect which is important is that it is by no means trivial which interpolation
scheme to use when calculating base correlations between attachment points of traded
tranches. Figure 13 illustrates a hypothetical example where we value a 5 yr 2-5%
tranche based on the quoted 0-3% and 3-6% tranches. We calculate the fair spread
using linear, cubic and log linear interpolation. We get prices between 299 and 378. To
be on the safe side, a dealer should quote with a spread of almost 80 bp, which is 10
times larger than the bid-offer spread of traded tranche with a similar premium. Thus,
there is considerable risk involved in using base correlations to value tranches.

Figure 13: Example of 2-5% spreads using different kinds of interpolation

Linear Cubic Log linear

313 299 378

Source: Barclays Capital.

Using the same thinking, it is far from clear how the base correlation curve should be
extrapolated beyond 3% and 22%. This becomes relevant when valuing tranches
attaching below 3% or detaching above 22%.

The problem with extrapolating below the 3% attachment point is, in our view, one of
the reasons why the tranchelet market has never increased in popularity (see
Tranchelets — will they ever take off?, 2 June 2006). Tranchelets are thin tranches,
augmenting the standard tranches — for example, 0-1%, 1-2% and 2-3%. Because of the
wide array of possibilities for extrapolating below the 3% point, the range of fair prices
for these tranchelets is huge — ie, there is significant model risk.
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Taking a step back — risk neutral vs empirical
correlation

We take a step back from the nitty-gritty details in the prior sections and take an
overall view on default correlation. We discuss how implied correlation can be related
to observables and a subtle difference between the base correlation framework and its
comparison to Black-Scholes implied volatility for stock options. Finally, we address the
issue of unhedgeable risk and the merits of risk-neutral pricing as undertaken in the
prior sections.

Relating implied correlation numbers to observables

Once we have backed out a base correlation curve — how can we relate that to
observables factors?

As discussed above, base correlations beyond the 3% attachment points are little more
than “the wrong number to put into a wrong model to get the right price.” However
there are some fundamental reasons why the general level of correlation is related to
observables — to some extent.

The marginal investor is buy and hold with no mark-to-market risk

For a buy and hold investor, the most important metric to determine the suitability of a
strategy is the actual level of default correlation, ie, how likely is it that defaults are
clustered together in time. This in turn will affect the return distribution at a given
point in time. Relating this to empirical data is difficult since defaults are rare, hence we
have little data on default correlation. However empirical data from Moody'’s (which has
the longest time series of such data available) shows that average within industry one
year default correlations are low and range from less than 1% for the Technology sector
and 6% in banking. Note that these numbers to do not compare directly to the base
correlation values — since base correlations are “implied asset value correlations” and
do not stem from a direct calculation of default correlation.

The marginal investor is a dealer or hedge fund

If the marginal investor is a mark-to-market sensitive investor, the base correlation has
to be such that there is a relationship between equity correlation and spread
correlation. This is because equity correlation is the price the investor is willing to pay
for being able to monetize the aggregate spread convexity or aggregate gamma
(gGamma) inherent in long correlation positions. Essentially, an investor selling
protection in a long correlation tranche and delta-hedging this with the index will be
profitable if index spreads move up or down in a correlated fashion. On the contrary,
the investor losses money because it has a negative idiosyncratic gamma position
(iGamma or “individual Gamma”), ie, if spread correlation is low and there are spread
blow ups on individual names, the position losses from those blow-ups.

For this reason you would expect that in low idiosyncratic risk scenarios this
fundamental factor should push correlation higher, as you would expect investors to
sell equity protection more aggressively, as the ability to monetize gGamma (spread
convexity) is higher.

Black-Scholes and base correlation — a breakdown of the analogy

Even if the base correlation framework has strong analogies to the Black-Scholes model for
stock options — they differ in one subtle but crucial aspect: even if the Black-Scholes model
for stock options is generally seen to be flawed, the model provides a strategy for how the
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model price of options can be monetised by replication. le, the model tells an investor how
to dynamically invest in a stock and a bond to replicate the payoff of an option.

This is not the case for the base correlation model which is a “fitting model”. A calibrated
base correlation model does not provide any direction on how the value of a tranche can
be generated through replication. The only thing the model does is to take two
observable quantities — CDS spreads and CDO spreads — and reconcile them by finding the
unique base correlation curve that makes the two quantities mutually consistent.

Unhedgeable risks and risk neutral pricing

In the same line, correlation risk is “exotic” — it cannot be hedged — as there are no
products traded with similar risk. Therefore, market participants have to pay attention
to real-world pricing. Risk-neutral pricing, assuming all risks can be hedged, cannot be
solely relied upon. In turn, this means that the following factors become relevant:

= How do the dominant investors gauge risk and return, i.e. how is the market pricing
different risk factors?

= Regulatory and institutional constraints of market participants.

= Technicals (supply-demand imbalanced within the capital structure) matter:
» New (rated) structures come to market — there is potential to benefit from this.
» Hedge funds tend to implement strategies to position for market technicals.

Without paying attention to these factors, an investor in the CDO market could risk
significant losses.
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Understanding movements in base correlations

The base correlation model assumes that base correlations are constants inferred from
the market, just like implied volatility from stock options. In reality, base correlations
are not constant, but fluctuate with market conditions — supply and demand - in the
same manner as implied volatility.

To understand the changes in base correlations, we employ a useful statistical technique:
Principal Component Analysis (PCA), see the box below for a brief description.

We identify two dominating factors affecting base correlations. The most important
factor, explaining 87% of the total variation in base correlations, distributes value
between junior and (super-) senior tranches. The second factor is related to spread
changes and causes junior tranches to move directionally with index spreads.

Principal Component Analysis (PCA)

Principal Component Analysis is a statistical technique that allows us to identify the
leading factors that account for the majority of dynamics displayed in a system. By
identifying co-movements in the individual constituents of the system, we can identify
the main drivers of the dynamics.

In technical terms, a principal component analysis determines the eigenvectors (principal
components) of the correlation matrix of the system’s constituents. The eigenvalues
provide a measure for the weight each component has of the full dynamics in the system.

Principal component analysis — extracting the dominant trends

We conduct a PCA on 10 yr iTraxx data. We pick the 10 yr maturity since it has the
most price action.

For each day, we calibrate a standard CDO pricer to mid-quotes and extract base
correlations. Using these, we calculate weekly changes in the base correlations and
conduct a PCA on this.

The results are encouraging. As Figure 14 shows, the first two principal components
explain 98% of the total variation. In layman terms, this means that if we used only the
two curves in the figure to move the base correlations on a weekly basis, we would
capture 98% of the true variation.

Figure 14: First two principal components for 10 yr iTraxx base correlation
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Note: On a weekly basis we calculate changes in base correlations extract from a standard pricer for 10 yr iTraxx. We

show the first two principal components. In parenthesis we show how much the factors explain cumulatively.
Source: Barclays Capital.
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Interpreting the factors

What do the factors mean? As a first take on the implications of the various factors, we
want to understand why they move. To do this, we first calculate, on a weekly basis,
how they explain the actual changes. For example, we can find that you need to use
0.049 of the first factor and 0.011 of the second factor to explain the movements. We
can then form a time series of these levels and we can see if they correlate with
observable factors.

In Figure 15, we show how these levels correlated with changes in the index, changes in
the average spread in the six widest names in the underlying portfolio and the
dispersion of the CDS spreads of the portfolio. For a precise description of these factors,
see the note to the figure.

We have two main findings:

= The main PCA factor has virtually no correlation with changes in the index, wide
names and dispersion. Thus, price changes related to this factor thus occurs
independent of the underlying CDS market.

= The second factor is highly negatively correlated with changes in the index3.

The first factor acts as shift of value between long and short correlation positions. On the
weeks where the first factor is dominant, we calculate the average value of negative shocks
to the factor and positive shocks. On a fixed day we then calibrate a standard CDO pricer to
market prices and examine how the total allocation of value among the tranches change
with the average positive and negative shocks. We show the results in Figure 16.

Figure 15: Correlations of PCA factors with index changes, movements in
wide names and dispersion

Factor 1 Factor 2 Factor 3 Index Wide Names  Dispersion
Factor 1 100%
Factor 2 0% 100%
Factor 3 0% 0% 100%
Index 5% -69% -17% 100%
Wide Names 20% -52% -4% 78% 100%
Dispersion 18% -45% -7% 56% 87% 100%

Note: For each weekly changes in 10 yr iTraxx base correlations we calculate how much each of the leading
factors is needed to explain the observed changes. We correlate these levels with the actual changes in the
index over that period, the change in the average spread of the six widest names (“Wide names”) and the
overdll dispersion, measured as the cross-sectional standard deviation of the 125 individual CDS spreads scaled
by the average level. Source: Barclays Capital.

Following the allocation from left to right (going from negative to positive shocks) we
see that the 0-3% and 3-6% absorb less of the total value while the 12-22% and 22-
100% absorb more. Thus, the first factor acts as a revaluation of junior (senior)
tranches with senior (junior) tranches acting as a buffer. A more intuitive interpretation
is that of correlation repricing: when the first factor moves, long (short) correlation
tranches over (underperform).

3 The second factor is also correlated to changes in the widest names and dispersion — but both of these move
with the index itself.
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Figure 16: Reallocation of value for average positive and negative shocks
of the primary PCA factor for 10 yr iTraxx
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Note: Using a standard CDO pricer we calibrate the model to market quotes for 10 yr iTraxx. Changing the base
correlation according to the average positive and negative impact of the first PCA factor, we calculate the total
allocation of value among the tranches. Source: Barclays Capital.

The second component is correlated to spread changes: when the index widens, the
base correlation for junior tranches goes down, and up for senior tranches. For a 1 bp
index widening, the 3% base correlation drops 22 bp on average.

Our main interpretation of this finding is that equity tranches tend to trade
directionally with the market. If spreads widen, investors tend to buy protection in
junior tranches. This drives junior spreads wider than implied by their delta. In turn, this
has the effect of reducing the base correlation. The flipside of this is that in a tightening
market, investors tend to sell protection in equity tranches and this causes junior
tranches to tighten beyond their delta.
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Forward correlation models

The base correlation framework has no time dimension. When we calibrate base
correlations from market quotes, we do it for one maturity at a time. That is, we find
the base correlations for a 10 yr 3-6% tranche completely independent from the base
correlations for find for a 5 yr 3-6% tranche.

The 5 yr base correlation can be thought of as the average correlation over the five
years while the 10 yr base correlation can be thought of as the average correlation of
the all 10 years. Ideally, the 10 yr base correlation should be found taking into account
what we have already found the 5 yr base correlation to be.

The idea is similar to bootstrapping a yield curve: we value bonds with increasing
maturities consistently with each other by calculating discount factors for the short
maturity bonds first, then, keeping them fixed, find discount factors for the period up
until the maturity of the next bond.

We can do the same for CDOs: keeping the base correlation for 5 yrs fixed, we calculate
the correlation for the next 5 years such that we can price the 10 yr tranche perfectly.
In doing so, we have found the correlation spanning 5-10 yrs which is consistent with
the correlation for the first five years in the first year. We call this type of correlation
the forward correlation.

Understanding the concept of forward correlation

As an example, we calculate the standard “spot” correlation and forward correlation in
Figure 17 for iTraxx, where we, by spot correlation, refer to the standard base
correlation calculation, not taking into account the correlation calibrated to other
maturities. Note how the 5 yr spot and forward correlations are the same.

For an example, focus on 9% correlation. The spot correlation at year five is 30.2% and
26.6% for year seven. This means that for the first five years, the average correlation is
30.2%, while for the first seven years the average correlation is 26.6%. To reconcile this,
it must be the case that the market prices in a lower average correlation in years six and
seven — such that over years 0-7 we can have a lower average correlation. This is
reflected in the forward correlation, which at year 7 is 26.1% rather than 26.6%.

The forward correlation model thus captures that the market seems to price in a lower
average correlation between years five and seven.

Figure 17: Spot and forward correlation for iTraxx

Spot correlation Forward correlation

5 7 10 5 7 10
3% 11.3% 8.2% 10.4% 11.3% 7.8% 10.5%
6% 22.4% 18.3% 12.7% 22.4% 17.9% 11.2%
9% 30.2% 26.6% 20.4% 30.2% 26.1% 18.8%
12% 37.0% 33.3% 27.2% 37.0% 32.8% 25.4%
22% 54.4% 52.6% 46.4% 54.4% 52.0% 44.0%

Note: We calibrate the standard base correlation model to quoted spreads for iTraxx 5, 7 and 10 yr. We call this
“spot correlation”. We then calibrate the forward correlation model to all maturities simultaneously; we call this
“forward correlation”. Source: Barclays Capital.

What are the benefits of working with a forward correlation model compared to the
standard model? The keyword is consistency: first, because all maturities are treated in
one model, it is possible to value in a consistent manner a tranche with a maturity in
between the standard maturities. In a standard framework, this could be problematic.
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Second, it is possible to calculate time decay consistently: if nothing changes, then in
two years time, a 7 yr tranche should “look like” a 5 yr tranche. By integrating the
different maturities in one model, we can calculate the effect of shortening of the
maturity consistently, taking into account the shape of the forward correlation curve.

Third, especially in the current environment with steep curves, selling protection
forward has received increased attention. By working with a forward correlation, we
can handle consistently the pricing and risk management of, say, selling protection in 7
yr and buying protection in 5 yr.

Application: Calculating more precise time decay in forward correlation model

As an example of the use of a forward correlation model, we highlight the time decay
profile of 10 yr equity tranches using the two models in Figure 18.

The time decay for the forward correlation model is accurate: by construction, the
model dictates the actual spread in the market for a 7 yr transaction. In contrast, the
standard model will keep the 10 yr base correlation fixed so there is no guarantee that
we fit the 7 yr tranche spread.

In this example, the standard model consistently overestimates the benefit of time
decay. We can find the reason for this in Figure 17: the base correlation at 7 yr of 3% is
lower than that for 10 yr. The forward correlation model takes this into account and
gradually decreases the correlation as we shorten the maturity. For the standard model,
however, we keep the correlation at 10.4%, such that we overestimate the value.

So, what is the right method? First of all, assuming you are actually going to earn the return
in three years as we have highlighted here is optimistic. Many things can happen in three
years! Further, underlying the forward correlation approach is an assumption that the
different CDO maturities are integrated. This may not be the case — at times we see strong
technicals dominate one maturity while another maturity see little or no activity.

In short, if you believe that technicals dominate the markets, you might be better off using
the standard model for calculating time decay. However, if you believe in fundamentals
driving the CDO market, a forward correlation model might be the better choice.

Figure 18: Time decay profile for 10 yr 0-3% using standard and forward
correlation models
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Note. For the standard model, we calibrate to the quoted 10 yr tranche spreads. We then calculate the profit
generated by time passage, rolling down the CDS curves. For the forward correlation model, we calibrate to
5/7/10yr tranche spreads simultaneously. Source: Barclays Capital.
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Beyond base correlation

The only reason we work with the base correlation is because the simple Gaussian
copula model cannot fit the data directly, just like the Black-Scholes option pricing
model cannot fit all option prices with a single volatility.

As such, we can see the base correlation curve as an implied volatility surface for
equity options.

For equity options, models have been in existence for several years that take into
account the volatility smile — either by assuming that stock prices can jump or that
volatility is stochastic, and even correlated to stock price movements.

In the same spirit, models have been developed for CDOs that avoid the base
correlation calibration by modelling the correlation skew directly.

The main goal is to make the model richer by adding, potentially, intuitive parameters.
This will allow for a direct calibration of the parameters to the observed CDO pricer.

At a pragmatic level, all approaches have focused on different specifications of how the
asset value of different companies are correlated via:

X' =pz°+\1-ps

There are several ways in which we can extend this:

= Heterogeneous correlation. In the specification above, we assume that the default
correlation between all companies is equal. We could generalise this and assume that
companies have different exposures to the common component Z€. In doing so, we
can model that, say, companies have different exposures to the business cycle.

= Multi-factor model. In the standard specification, there is one common component,
Z€. In theory, we could add more independent common components. We could
interpret these as exposures to, for example, oil prices, GDP growth, etc, and model
that companies in different sectors have different exposures to these factors.

= Non-normal distributions 4. We have assumed that both the common and
idiosyncratic components follow normal distributions. We can change this and, in
principle, allow for most well-behaved distributions. The only caveat is that if we go
beyond the normal distribution, we will generally no longer have a simple formula
for calculating the conditional default probabilities. The main aim for this approach
is that we can pick distributions with fatter tails, thereby allowing for more extreme
tail events than is implied by the normal distribution. The most popular choices for
distributions are the t-distributions, with few degrees of freedom or, for example,
the Normal Inverse Gaussian.

= Non-parametric distribution>. Instead of experimenting with different distributions
for the common component, we can go another way. We fix the distribution for the
idiosyncratic component and then determine, non-parametrically, what the
distribution for the common component should be such that for a reasonable level
of correlation we fit all tranches perfectly. The most intuitive way of thinking about
this is that we draw the distribution for the common component and examine if we
fit the tranche prices perfectly. If not, we draw a slightly different distribution and
try again until we fit the tranches as closely as possible.

4 Hull & White “Valuation of a CDO and an nth to Default CDS Without Monte Carlo Simulation“ (2004),
www.defaultrisk.com/pp_crdrv_14.htm

5 Hull & White "Valuing Credit Derivatives Using an Implied Copula Approach” (2006),
www.defaultrisk.com/pp_crdrv_83.htm
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Correlation mixtureé. Instead of focusing on changing the distribution to fit
tranches prices we can focus on the correlation instead. A popular approach is to
assume that the correlation parameter pis not deterministic but a stochastic

variable taking values between 0 and 1. For example by assuming that the
correlation is 0, Y2 or 1, with different probabilities, the model can be interpreted as
a “correlation regime” model, with uncertainty about the type of regime. A more
pragmatic interpretation is that we realize we cannot fit the tranches with any one
correlation, so we take a weighted average of models with different correlations.

Correlation of correlation?’. In addition to allowing correlation to be uncertain, we
can also allow correlation to behave in an intuitive fashion from an economic
viewpoint. Generally, we would think correlation between companies to be high if
the economy does poorly while the correlation is low if the company does well. We
can model this by assuming that the correlation is not only stochastic but depend
on the common component Z€. We can then have that if the common component is
low (high), the economy is doing badly (well), the correlation is high (low). We can
then generalise this such that the correlation of companies responds differently to
changes in the common component.

Common to all these approaches is that the Gaussian copula model is taken a step
further. The main problem with the Gaussian copula model, however, still exists: the

time dimension in the model is very weak: There are no plausible implications for how

tranche spreads should evolve over time.

This makes it close to impossible to value most products with a time dimension or

products depending on the volatility of tranche spreads — such as options on tranches,
forward starting CDOs and leveraged super senior tranches with spread and loss

triggers determining when to unwind the transaction.

6 Li & Hong “CDO? Pricing Using Gaussian Mixture Model with Transformation of Loss Distribution” (2005),
www.defaultrisk.com/pp_crdrv105.htm

7 Andersen & Sidenius “Extensions to the Gaussian Copula: Random Recovery and Random Factor Loadings”

(2004), www.defaultrisk.com/pp_model_80.htm
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Next generation — improving the time dimension

To improve on the modelling of the time dimension, the development has been inspired
by interest rate models. In the early 1990s, the HJM framework was developed which
takes the market forward rate term structure as given, and model the entire forward
yield curve. This, in turn, is used to price exotic interest rate derivatives.

In the same spirit, we look for models which can be used to price exotic credit
derivatives such as tranche options. The requirements for such a model:

= Fit all quoted tranche spreads across the term and capital structure.
»= Model development of tranche spreads in a unified fashion.
= Explain historical movements in tranche spreads.

= Take into account how defaults in the future are likely to affect tranche spreads and
the volatility of spreads.

There are several ways to achieve this, mainly depending on the choice of the
underlying fundamental:

= Model the portfolio loss distribution for the known attachment pointss. As inputs in
the model, the current market implied portfolio loss probabilities are used. This
ensures that the model is auto-calibrated to market quotes. By simulating the
portfolio loss distribution in the future, we can model spread dynamics of the
individual tranches forward in time.

= A similar approach is to model forward transition rates of the loss process®. Even if
the technical problems are quite different from the approach discussed above, the
model achieves essentially the same.

» Instead of modelling the loss probabilities in some form, we can model the forward
loss instead 0. This approach is more simple, also from a computational
perspective. However, the model is not by nature calibrated to all tranches, in
contrast to the alternative forms.

All of these models address spread dynamics for tranches in the future and can
therefore, in theory, be use to price anything with a dynamic component: tranche
options, forward starting CDOs and leveraged super senior s with loss/spread triggers.

What they also have in common are that they, by their very nature, take a “birds eye view”
on CDOs. They do not capture spread movements of the individual names in the CDO and
their individual correlations. This means that the models will generally not be able to take
into account idiosyncratic events — a Ford/GM crisis, for example. Granted, there are limits
to how much can be expected from a model that captures the development of prices in all
tranches across maturities, but one should be aware of the shortcomings.

8 Sidenius, Piterbarg & Andersen (2005) “A New Framework for Dynamic Credit Portfolio Loss Modeling”,
www.defaultrisk.com/pp_model_83.htm

9 Schénbucher (2005) “Portfolio Losses and the Term Structure of Loss Transition Rates: A new methodology
for the pricing of portfolio credit derivatives”, www.defaultrisk.com/pp_model_74.htm

10 Bennani (2005) “The Forward Loss Model: A dynamic term structure approach for the pricing of portfolio
credit derivatives”, www.defaultrisk.com/pp_crdrv_95.htm
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